Personal Decision Support System
For Heart Failure Management

D5.1 Personal health system
backend platform design

Co-funded by the Horizon 2020
Framework Programme of the European Union

D5.1 Personal health system backend platform design

Project Acronym:

HEARTMAN

Project Title:

Personal Decision Support System For Heart Failure
Management

Project Number:

689660

Instrument:

RIA

Call:

H2020-PHC-2015-single-stage

Topic:

PHC-28-2015

D5.1 Personal health system backend platform design
Work Package:

WP5

Due Date:

30/09/16

Submission Date:

30/09/16

Start Date of Project:

01/01/16

Duration of Project:

36 Months

Organisation Responsible of Deliverable:

ATOS SPAIN S.A.

Version:

1.3

Status:

Final

Author name(s):

Carlos Cavero, Juan Mario
Rodríguez

ATOS

Reviewer(s):

Jure Lampe

SenLab

Mitja Luštrek

JSI

R – Report
Nature:

P – Prototype

D – Demonstrator

O – Other

PU – Public
Dissemination level:

CO – Confidential, only for members of the
consortium (including the Commission)
RE – Restricted to a group specified by the
consortium (including the Commission Services)

This work is licensed under the Creative Commons Attribution Non
Commercial Share Alike 3.0 License. To view a copy of this license, visit
https://creativecommons.org/licenses/by-nc-sa/3.0/ or send a letter to Creative
Commons, 171 Second Street, Suite 300, San Francisco, California, 94105, USA.

This project has received funding from the European Union’s Horizon 2020
research and innovation programme under grant agreement no 689660.

Page 2 of 44

D5.1 Personal health system backend platform design

Revision history
Version

Date

Modified by

Comments

0.1

01/09/2016

J. Mario Rodríguez

First draft with TOC

0.2

06/09/2016

Carlos Cavero

Second draft, Executive
summary and
introduction

0.3

13/09/2016

Erik Dovgan

JSI components

0.4

19/09/2016

Gennaro
Tartarisco

CNR components

0.5

21/09/2016

Carlos Cavero

Analysis of requirements
and technical solution.
Database storage

0.6

22/09/2016

J. Mario Rodríguez

UML diagrams

0.7

23/09/2016

Carlos Cavero

Interface Layer

0.8

27/09/2016

Jure Lampe

SenLab components

0.9

27/09/2016

J. Mario Rodríguez

Conclusions

1.0

30/09/2016

J. Mario Rodríguez

Final candidate

1.1

31/03/2017

Carlos Cavero

Refinements in section 6
and section 7

1.2

31/05/2017

J. Mario Rodríguez

Improvement of the
Section 3 including one
sequence diagram.
Section 5 includes the
standard selection and
Section 4 enhancement

1.3

23/06/2017

M. Luštrek

Addressed reviewers’
comments

Page 3 of 44

D5.1 Personal health system backend platform design

Executive Summary
The HeartMan system aims at implementing a Personal Health
System (PHS) to help Congestive Heart Failure (CHF) patients to
manage their disease. This can be accomplished through several
components deployed in the mobile ecosystem and in the cloud
infrastructure:
 Decision Support System (DSS), in the mobile phone and in the
cloud to provide meaningful advice and recommendations
calculated using the medical guidelines provided in D2.1 [1]
and existing long-term prediction models and the short-term
CHIRON prediction model.
 The monitoring data coming from the sensors connected to the
smartphone, as well as the mobile application itself, and stored
in the cloud.
 The clinical data coming from the Electronic Health Record
(EHR) provided in standardised formats.
The activities carried out in the Task 5.1 deal with the design of the
platform to 1) store and manage heterogeneous information coming
from the HeartMan subsystems 2) provide continuous integration of
the modules through Quality Assurance (QA) and testing, and 3)
allow continuous delivery to ease the deployment of the components
through configuration management tools.
The HeartMan backend platform must provide flexibility and
scalability in terms of hardware and software, so the components can
be automatically deployed in the private cloud or in the hospital
facilities if needed (platform agnostic). The continuous delivery
pipeline allows deploying anytime and anywhere, releasing often and
in a stable way to keep not only the project aligned but product
aligned. The benefits of this long-term vision are many, like limiting
dependencies between services, code consistency and quality.
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Abbreviations and acronyms

API

Application Programming Interface

AR

Assigned reviewers

CHF

Congestive Heart Failure

DoW

Description of Work

DSS

Decision Support System

EHR

Electronic Health Record

FHIR

Fast Healthcare Interoperability Resources

HL7

Health Level Seven

IaaS

Infrastructure as a Service

PHS

Personal Health System

QA

Quality Assurance

RE

Restricted to the consortium and other defined groups

SoTA

State of The Art

WP

Work Package
Table 1. Abbreviations and acronyms
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1 Introduction
The mission of the backend platform is to ease the deployment phase
based on the design agreed between the different stakeholders
involved. This deliverable includes the analysis of platform
requirements setting the design needs and how they will be solved by
means of the private cloud based infrastructure, storage and
interfaces approach.
The infrastructure should be built using as the baseline the user
requirements focused on Congestive Heart Failure (CHF) patient
needs gathered in D2.2 [1], enhanced and transformed into the
functional architecture in D2.3 [3].
The first part of the deliverable is focused on the overall architecture
showing an overview of the different components of the HeartMan
system and the connections between them from several scopes:


Backend system design, the Infrastructure as a Service (IaaS) that
will be used to setup and deploy the components of the test based
system in the private cloud and most importantly to ease the
installation in the hospital environment through configuration
management scripts.



Diagrams.



Data Storage.



The Interface Layer and data models, the agreed APIs to exchange
the
clinical
information
annotating
the
concepts
using
terminologies.



The components of the HeartMan system.

In the following months the continuous delivery pipeline will be
described in upcoming deliverables with the aim to be able to deploy
the HeartMan system inside or outside the hospital facilities.
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2 Analysis of platform requirements and technical
solution
The objective of any infrastructure is to be able to store and manage
heterogeneous information on one side and facilitate the continuous
integration of the components. The results provided by this document
must include the data storage selection, the interface layer API to
exchange the clinical, monitoring, advice and interventions, and data
and the provision scripts to automatically deploy the modules.
The starting point of the backend platform design is the summary of
the three WP2 deliverables:


The medical guidelines gathered in D2.1 [1]



The user requirements extracted in D2.2 [2]



The functional architecture described in D2.3 [3]

Those three documents end with the list of clinical data to be
managed inside the HeartMan system including 1) Advice and
interventions, 2) Disease management support and 3) Interaction
with the HeartMan system [3].
The medical guidelines are the cornerstone of the design of the
backend platform because, as it was mentioned before, they are used
to model the data according to agreed standards. Given the
infrastructure, the analysis of the requirements allows specifying the
different components and the information exchange between them.
To ease the integration of the modules, standardised APIs have been
selected to inject data into the system and publish the information to
the rest of the modules.
Consequently, from the information gathered before, the modules
and the connections between them were designed. A brief description
of the type of clinical data to be exchanged is also provided in terms
of DSS data (advices, recommendations, interventions and so on),
monitoring data (raw physiological data, questionnaires, etc.) and
EHR clinical information coming from the Hospital Information System
(HIS).
With this longlist of clinical concepts, the resources or metadata
together with the terminology annotation described in Section 5 will
be used to normalise and contextualise the non-structured
information into “semantic” interpretable data.
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Figure 1: Overall architecture

In the above figure, there is a separation between the components
installed in the mobile environment and the services deployed in the
cloud. There is a third source of information (the HIS) where clinical
data coming from the hospital must be standardised and fused with
the monitoring information.
Mobile environment
IoTool is used to gather information from heterogeneous sensors and
furthermore, it allows the possibility of installing third party software
(such as algorithms) to be run on top of the physiological signals,
even to include questionnaires.
This information is sent to the IoTool middleware where is processed
and store in the cloud data storage.
Cloud services
In the server the time consuming services are deployed and also the
Graphical User Interface (GUI) for the cardiologists and the software
to transform non-structured data into standardised resources.
Once the data is stored in the system, the services connect to the
Interface Layer to receive the information in a normalised way,
exporting this data to the rest of components.
The Interoperability Layer transforms the data coming from the HIS
into the resources belonging to the data model selected.
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3 Backend platform design
Standardised Electronic Health Records (EHR) are slowly but steadily
gaining ground in healthcare, but they are not yet widely used in
consumer health applications. However, since such applications are
on the rise and are gathering a lot of data valuable to healthcare
professionals, it makes sense that they use the same standards for
electronic health records, which will enable interoperability with
medical information systems1. The idea behind HeartMan platform will
break new ground in this respect by providing mechanisms to
integrate information coming from the EHR such as medications or
allergies, and also non-structured data from heterogeneous sources
such for instance physical exercise and diet through ad-hoc APIs to
access them and link to the EHR. The purpose of is to take advantage
of the daily activity of the users to offer better clinical context and
knowledge to the medical professionals. Once the data on the users
is stored in electronic health records, it is possible to be displayed in
different manners, for example through a web application,
showcasing this ability by providing views for the user and his/her
personal physician. This will also be useful for the research
community and policy-makers by providing a view of aggregated and
anonymised data.

3.1 Private-cloud infrastructure
A platform is anything (hardware and/or software) that can run
applications and store data. While there are a good number of
commercial offerings on the market (Microsoft Azure2, Amazon Web3,
etc.) for building cloud infrastructure, this project is focusing in open
source solutions and their advantages, so it is coherent to take a look
at the open source options that are available today:
3.1.1 IaaS and Linux Containers (LXC)

Infrastructure as a Service (IaaS) is a form of cloud computing
that provides virtualized computing resources over the Internet4. A

1

Manhattan Research (2013). Cybercitizen Health U.S.
Microsoft Azure, https://azure.microsoft.com/en-us/
3
Amazon Web services, https://aws.amazon.com/
4
http://searchcloudcomputing.techtarget.com/definition/Infrastructure-as-a-Service-IaaS
2
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cloud platform is an external environment for deploying applications
available via the Internet.








Apache CloudStack5: Apache CloudStack is open source software
designed to deploy and manage large networks of virtual
machines, as a highly available, highly scalable Infrastructure as a
Service (IaaS) cloud computing platform. CloudStack is used by a
number of service providers to offer public cloud services, and by
many companies to provide an on-premises (private) cloud
offering, or as part of a hybrid cloud solution.
OpenStack6: OpenStack works with popular enterprise and open
source technologies making it ideal for heterogeneous
infrastructure. Backed by thousands of individual community
members and some of the biggest companies in software
development and hosting, OpenStack is a candidate to represent
the future of cloud computing.
OpenNebula7: OpenNebula is a powerful, proven, adaptable and
interoperable open-source platform for data centre virtualization
and enterprise cloud management, which is certified and
commercially supported on the most common infrastructure
platforms. OpenNebula provides the rapid innovation of opensource, with stability and long-term production support of
commercial software.
Eucalyptus8: HP Helion Eucalyptus is an open solution for building
private clouds that are compatible with Amazon Web Services
(AWS)9.

All the possibilities are free and open-source cloud computing
software because it was one of the main requirements to use the
Infrastructure as a Service (IaaS) in the project. Furthermore all are
mature products, with increasing collaboration, and with very
promising long term continuity. The open source IaaS also include a

5

Apache CloudStack Website, cloudstack.apache.org
Open Stack Website, https://www.openstack.org/
7
Open Nebula Website, http://opennebula.systems/.
8
HPE Helion Eucalyptus, http://www8.hp.com/us/en/cloud/helion-eucalyptusoverview.html
9
Amazon webservices, https://aws.amazon.com/
6
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web-based (modifiable) dashboard in which administers and users
can manage the Virtual Machines also including command-line tools
and a RESTful API.
Why to choose OpenStack
The selection of OpenStack is mainly because it consists of a series of
interrelated projects that control pools of processing, storage, and
networking resources that can be installed separately10. So it is
advisable to start with basic requirements to your project and add
other packages if a new requirement is raised. The other options are
less configurable and they must be installed as a whole package. This
allows selecting the packages to install and deploy the servers
depending on the project needs.
Furthermore OpenStack is the IaaS of the four listed open source
project with more participating developers in its community and they
are growing. This means that the IaaS is improving faster and that
the support is better than the other options.

Figure 2: IaaS statistics

10

https://www.ibm.com/blogs/bluemix/2016/07/the-power-of-openstack/
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For the IaaS we presented a comparison to select the most suitable
open source option for the project. In the case of the linux containers
and the provision tools we are already using these tools successfully
so we only list the technologies used in the project.
LXC is a user-space interface for the Linux kernel containment
features. Through a powerful API and simple tools, it lets Linux users
easily create and manage system or application containers11.
 Docker12 is an open platform for developers and sysadmins to
build, ship, and run distributed applications. Docker is a
portable, lightweight runtime and packaging tool. Docker Hub is
a cloud service for sharing applications and automating
workflows. It takes the power of Linux containers (ability to
isolate software on a Linux system), an efficient file system
abstraction for delivering the exact libraries needed.
3.1.2 Virtualization tools

Virtualization is the process of creating a virtual instance of a
technology resource like storage, memory, or an operating system.
Essentially, virtualization software can convert a single computer into
multiple ones13.
 Vagrant14 provides easy to configure, reproducible, and
portable work environments built on top of industry-standard
technology and controlled by a single consistent workflow to
help maximize the productivity and flexibility of you and your
team.
 VirtualBox15 is an open source and general-purpose full
virtualizer targeted at server, desktop and embedded use.

11

https://linuxcontainers.org/lxc/introduction/
https://www.docker.com/
13
https://www.getfilecloud.com/blog/2014/08/introduction-to-top-open-sourcevirtualization-tools
14
https://www.vagrantup.com/
15
https://www.virtualbox.org/
12
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3.1.3 Configuration and management tools

Puppet16 is an open source remote configuration management tool
which allows you to define the desired state of your IT infrastructure
(instead of writing a script to reach the state), then automatically
enforces the correct state.
Hiera17 is a key/value lookup tool for configuration data, built
to make Puppet better and let you set node-specific data without
repeating yourself. Hiera makes Puppet better by keeping sitespecific data out of your manifests. Puppet classes can request
whatever data they need, and your Hiera data will act like a site-wide
configuration file. This makes it:






Easier to configure your own nodes.
Easier to re-use public Puppet modules just putting the
necessary data in Hiera.
Easier to publish your own modules for collaboration: no
need to worry about cleaning out your data before showing
it around and no more clashing variable names.
R10K18 is a hybrid solution for deploying Puppet code. It
implements the Git workflow for deploying Puppet
environments based on Git branches. R10K is built for doing
in-place deployment of Puppet code. R10K tries to optimize
the resources by allowing you to run very fine grained
deployments. This way you can deploy exactly what you
need to deploy and nothing more, and R10K will be able to
complete that within a few seconds.

16

https://puppetlabs.com/
http://docs.puppetlabs.com/hiera/1/
18
http://somethingsinistral.net/blog/rethinking-puppet-deployment
17
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Figure 3: Private-cloud infrastructure

The figure above describes the process of Continuous Deployment the
project is following. During the WP5 activities the system can be
deployed locally using Vagrant and VirtualBox virtualization. Puppet
scripts will be used to provision the Virtual Machines that can be
reused on the OpenStack testbed. Everything can be configured to be
deployed using the Source Code repository using a puppet server
which can guide all the process of configuration of the servers. This
will ease the configuration and provisioning of the pilot sites because
the software can be automatically deployed.

3.2 Diagrams
The component diagrams that relate the HeartMan modules are
designed using UML. One example of sequence diagram is also
provided in order to show the communication workflow between the
components and how the data are exchanged between them.

Figure 4: Health data access between components
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Figure 5: Components high level vision

The mobile will communicate with the cloud services through the
IoTool middleware. The set of services will gather the information
from the HIS and from the Data storage.

Figure 6: Sequence diagram for the Physical Activity

The sequence diagram above shows the interaction between the
Personal Health System web interface used by doctors to configure
the Decision Support System configuration parameters. Once the DSS
calculates new plans or psychological status, the result is shown in
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the Graphical User Interface (GUI) again. Then the doctor can accept
or deny the suggestions and send notifications to the patient mobile.
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4 Data Storage
As it is mentioned throughout the document one of the main issues in
the design phase of the platform is to select the suitable database to
store and retrieve the selected data to be extracted from the Hospital
Information System (HIS) during the requirements phase.
In the following sections the document provides the approach for the
first prototype and the State of The Art (SoTA) on NoSQL databases
in order to provide clusterization mainly in the execution of complex
queries.

4.1 PostgreSQL
PostgreSQL or Postgres19 is an open source Object-Relational
DataBase Management System (ORDBMS) able to store and retrieve
data on the same computer or those running on another computer
across a network (including the Internet). Recent versions also
provide replication of the database itself for security and scalability.
IoTool middleware uses PostgreSQL to store the information coming
from the sensors. IoTool provides the configuration management to
start receiving and storing the information. The HeartMan system will
start using the PostgreSQL database at the beginning of the project in
order to deploy a most clusterizable solution before the pilot trial.

4.2 NoSQL
The term NoSQL is a recent term which has been around for just a
few years and was invented to provide a definition for a variety of
database technologies that emerged to cater to what is known as
“web-scale” demands due to inadequate performance of relational
databases which dominated the IT industry since the 1980. The “webscale” term focuses on three aspects to be taken into account:
 Big data, quantities of data with enormous order of magnitude
(e.g. Twitter, Facebook, Google etc.).
 Huge numbers of users, numbered in the millions.
 Complex data, not typical in commercial applications.

19

http://www.postgresql.org/
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Figure 7: NoSQL databases

The most common NoSQL databases can be classified in these
groups:
Key/Value Storage
Key–value stores allow the application to store its data in a schemaless way. The data could be stored in a datatype of a programming
language or an object. Because of this, there is no need for a fixed
data model.
Tabular (or Columnar) Storage
Table-based or Column-based NoSQL databases such as BigTable,
Cassandra and Amazon SimpleDB allow data to be stored as sparse
tables, meaning that each row in a table can have a value in some,
but not necessarily all, columns. SimpleDB goes further and allows a
cell in a column to contain more than one value.
"Document" Storage
Document-oriented NoSQL databases such as CouchDB20 and
MongoDB21 store collections of key/value pairs and recursively

20
21

http://couchdb.apache.org/
http://www.mongodb.org/
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collections of collections. Typically, JSON, or JSON-like structures, are
used to represent these "documents".
Graph Databases
NoSQL graph databases such as Neo4j are used to represent complex
networks of relationships in terms of nodes and relationships between
nodes (aka "edges"), with key/value pairs attached to both nodes and
relationships [9].

4.3 Database selection
As it is mentioned above the implementation will be done in several
iterations and prototypes. For the first iteration the selected database
will be the PostgreSQL, because IoTool uses it to store the monitoring
data.
In the following iteration, data storage will move to test distributed
key/value stores for large amounts of records such as MongoDB,
CouchDB or Cassandra22. This selection can be supplemented with an
authentication and authorization system such as OAuth 23 explained in
Section 7.3.
This decision is based on [4] in which a comparison between different
approaches (XML database, MySQL and CouchDB) has been done
focusing on the clinical data already modelled using resources
available. Our approach will be to model the same information using
HL7 FHIR so a similar behaviour is expected from the
abovementioned databases in order to store HL7 FHIR resources.
IoTool is used to store raw sensor data. We are planning to model the
raw data in HL7 FHIR. The idea is to convert raw sensor data into HL7
FHIR Observations24 to test the feasibility of the approach.

22

http://cassandra.apache.org/
http://oauth.net/
24
https://www.hl7.org/fhir/observation-example-sample-data.xml.html
23

Page 21 of 44

D5.1 Personal health system backend platform design

Figure 8: ECG raw example for HL7 FHIR Observation

As it can be seen the raw values are inserted as a series of values
and the rest of the information is modelled into the resource as
discrete values. We are aware that this would probably introduce
unreasonable overhead and it will not be implemented for the pilots.
In this paper as it can be seen in Figure 9, it is demonstrated several
things:
 The XML databases (eXist, BaseX and Berkeley DB XML) show
the worst performance, around 1 sec with 10k datasets. The
bigger the dataset the worst the performance, and huge
datasets can even cause a collapse of the database.
 For small datasets (10k) the performance of MySQL (in our case
PostgreSQL would provide the same estimated results) and
CouchDB are more or less the same.
 Till 100k datasets there is no a huge difference between both
approaches.
 From 420k datasets the CouchDB (clusterized up to 8 nodes)
keep the same time response meanwhile MySQL grows till 1
second to process all the dataset.
 Finally a very important lesson learned in the paper is that from
8 nodes on the performance of CouchDB is not relevant (this is
important for hardware needs in order to configure the cloud
storage).
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Figure 9: Comparing the performance of different databases with openEHR
archetypes
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5 Interface Layer and data models (APIs)
This layer will publish all the information stored using REST APIs. This
layer must cover complex queries to be used by the DSS modules
deployed in the cloud. This will be accomplished by offering a
middleware capable of merging the HL7 FHIR and openEHR/EN13606
transformation with the corresponding clinical data modelling,
covering information models, terminologies and transformations.
In a nutshell the Interface Layer through APIs will provide:
Inputs

 Queries to extract data from the models.
 Data from the HeartMan components.
 All the data mentioned in the DSS and PHS web components
will be stored using the Interface Layer.
Outputs

 Results of the queries to retrieve data from the storage system:
o EHR and knowledge will be provided in a standardised
format.
o Raw data will be provided as a key/value (need research
to find some standard way). Performance is the important
aspect.
In terms of health standards and interoperability, HL7 focuses on the
application layer and specifies a number of flexible standards,
guidelines and methodologies to transfer administrative and clinical
data between different healthcare providers. HL7’s [5] aim is that
healthcare applications can communicate with each other and share
clinical information. All of this is also an aim of the HeartMan project.

5.1 HL7 FHIR
HL7 “Fast Healthcare Interoperability Resources” [10] is a new
proposal specification developed by the HL7 standard. One of the
main motivations for its development were the problems with the
predecessor standards, HL7 v2 and v3. FHIR seeks to distance itself
from the difficulties of implementing a HL7 v3 message, due to the
high complexity of documents that follow the HL7 CDA R2
specification (ISO / HL7 27932: 2008). This type of document has a
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very complex XML syntax, with guides and very extensive
documentation that require training for their understanding, which
together with other peculiarities present major barriers to
implementation.
FHIR is a set of standards that was approved in the context of HL7
and combines several of the features of already existing health
standards and implementation orientated.
Following this, FHIR is presented as a solution that is moving away
from the trend of the past two decades of increasing complexity of
standards, based on insight into the current paradigm of web
technologies for clinical interoperability. Therefore it has as its main
objective the ease of implementation, using current web technologies
and a focus on current usage scenarios for which the previous
standards were inadequate.

Figure 10: FHIR resources

The FHIR specification revolves around a series of artifacts
interoperability, composed of a set of modular components called
"Resources" designed for data exchange. Resources are small discrete
units to exchange information with defined behavior and significance,
such as patient information, a condition, a document, etc. As can be
seen in Figure 10, they are intended to describe what information
should be collected for each type of clinical resource.
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Figure 11: Example of “Patient” resource specification in FHIR

FHIR follows REST software architecture, fully supported by the HTTP
standard that allows resource management scheme in a highly
granular manner. HL7 FHIR middleware leaves all the set of
operations (known as interactions) to the resource server in the API.
Each resource type, as described, is considered a discrete unit of
information, and thus all resources have a defined a set of identical
interactions that make up the FHIR RESTful API. In this API all
transactions are given directly in the resource server using typical
HTTP operations.
With the above, FHIR simplifies the deployment without sacrificing
the integrity of the information, taking advantage of existing logical
and theoretical models (HL7 v3) to provide a consistent and easy to
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implement mechanism for data exchange between healthcare
applications. It also provides all the necessary documentation for
defining the RESTful API and designing FHIR resources.

5.2 openEHR/EN13606
ISO/EN EN13606 is a norm designed to achieve semantic
interoperability in EHR-related data communication among different
Health Information Systems (HIS) [6]. Its main goal is to define a
stable and reliable information structure in order to communicate EHR
parts of the same patient. The first version of the 13606 four-part
pre-standard was published in 1999-2000 but attempts to implement
this pre-standard in software proved to be difficult and those
implementations which were undertaken suffered from the "HL7 v2
problem" of too much optionality. In 2002 CEN made a decision to
revise the 13606 pre-standard and upgrade it to a full normative
European standard (EN 13606, also called EHRcom). The
ISO/EN13606 standard were completed and ratified after Part 5 by
ISO and CEN in February 2010. ISO/EN 13606 architecture provides a
framework to communicate EHR data using the dual model approach
(reference model and archetypes) to provide the semantic
interoperability [7].
ISO/EN 13606 [6] consists of five parts:
 Part 1: CEN 2007: ISO 2008: The Reference Model, the
generic common information model. The global characteristics
of health record components.
 Part 2: CEN 2007: ISO 2008: Archetype Interchange
Specification, information model of the metadata to represent
the domain-specific characteristics of electronic health record
entries. This chapter defines how to share archetypes, and not
how to exchange them within particular systems.
 Part 3: CEN 2008: ISO 2009: Reference Archetypes and
Term Lists, establishing the normative terminologies and
controlled vocabularies.
 Part 4: CEN 2007: ISO 2009: Security Features, covering
security mechanisms and methodology.
 Part 5: CEN/ISO 2010: Exchange Models, interface
designed to request specific extracts, archetypes or audit log.
The ISO/EN 13606 is a subset of the full openEHR specification [8].
EN13606 and openEHR share classes within its reference models. The
main difference between them is that in EN13606 the leaf class to
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store information is the class Entry and in openEHR the Entry class is
broken down in the corresponding kind of information stored:
Observation, Evaluation, Instruction and Action [7].

5.3 Terminologies
Coded elements are used in the healthcare environment to precisely
define the clinical concepts language-independently. The use of
medical terminology is one of the bases to provide semantic
interoperability.
 The Systematised Nomenclature of Medicine Clinical
Terms (SNOMED-CT)25 consists of controlled medical
vocabularies (CMVs) – accumulated medical concepts updated
in a rigorous fashion. SNOMED-CT has been gaining momentum
as the primary coding method for clinical concepts. SNOMED
has become the presumptive source of clinical codes and
concepts within its member countries.
 Logical Observation Identifiers Names and Codes
(LOINC)26 is a database and universal standard for identifying
medical laboratory observations. It was developed and is
maintained by the Regenstrief Institute, a US non-profit
medical research organization, in 1994. LOINC was created in
response to the demand for an electronic database for clinical
care and management and is publicly available at no cost.
 The International Classification of Diseases (ICD)27 is the
standard diagnostic tool for epidemiology, health management
and clinical purposes. This includes the analysis of the general
health situation of population groups. It is used to monitor the
incidence and prevalence of diseases and other health
problems. It is used to classify diseases and other health
problems recorded on many types of health and vital records
including death certificates and health records. In addition to
enabling the storage and retrieval of diagnostic information for
clinical, epidemiological and quality purposes, these records
also provide the basis for the compilation of national mortality
and morbidity statistics by WHO Member States. It is used for
reimbursement and resource allocation decision-making by
countries.

25

http://www.ihtsdo.org/snomed-ct/
http://loinc.org/
27
http://www.who.int/classifications/icd/en/
26
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5.4 Transformation from
openEHR/EN13606

HL7

FHIR

resources

and

In the context of HeartMan, one important target is to give coverage
to as much standards as possible. Then, during the lifetime of the
project, the required transformation capabilities will be provided from
archetypes to HL7 FHIR resources and vice versa.

5.5 Data querying
The HeartMan infrastructure must also provide the data querying
capabilities for the DSS components. The big data approach counsels
that complex queries can be parallelized through clusterization
databases.

5.6 Standard selection
In HeartMan we will model the information using HL7 FHIR because it
clearly defines the APIs to be used to store and retrieve the
information. EN13606 and openEHR define the reference model and
they use archetypes to manage the clinical information, but they do
not provide an API specification to access through the internet. In the
case of HL7 FHIR the information is stored using resources already
defined and specified.
There are several implementations of HL7 FHIR shown in the next
figure:

Page 29 of 44

D5.1 Personal health system backend platform design
Figure 12: HL7 FHIR implementations

Our decision is to use HAPI FHIR28 which is a java implementation29
that can be deployed in commonly used application servers. In order
to provide the expected interoperability and allow different standards
to live together, we will provide transformation to EN13606
archetypes30.

Figure 13: HL7 FHIR to EN13606

28

http://hapifhir.io/
https://github.com/jamesagnew/hapi-fhir/
30
http://www.healthintersections.com.au/?p=2648
29
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6 Components integration description
6.1 Services deployed in the cloud
6.1.1 IoTool middleware
Description

Middleware installed as SaaS in the cloud to gather the information
coming from the IoTool:
 Data from sensors.
 Data from mobile application.
 Results from the algorithms.
Inputs

 Data coming from the IoTool installed in the mobile smartphone
which should be stored in the server, such as:
o Sensor information.
o Manual entry in the mobile application, user interaction
with the application.
o Results from the algorithms and the DSS.
Outputs

 Information coming from the IoTool stored in the database
storage.

6.1.2 Decision support module based on patient physical state
Description

This component will be part of the decision support system and will
select/determine personalized interventions based on patient’s
physical data, assess the execution of the interventions, update
interventions etc.
Inputs

 Physical data from sensors, stored in data storage on the cloud
and accessed via IoTool middleware.
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 Patient response and preferences, stored in data storage and
accessed via IoTool middleware.
 Data from decision support module based on patient physical
state and activity monitor, both located on the mobile device;
stored in cloud database and accessed via IoTool middleware.
 Data stored in knowledge base, stored either in cloud database
and accessed directly or via Interface Layer API.
Outputs

 List of possible notifications with explanations.
o Stored in data storage via Interface Layer API.
o Sent to mobile device via IoTool middleware.
o Sent to DSS based on assessment of patient’s
psychological state on cloud via Interface Layer API or
IoTool middleware.
 Data stored in knowledge base
o Stored either in cloud database
Interface Layer API or directly.

and

accessed

via

Relation with other components

 Data reading from the data storage on the cloud (accessed via
Interface Layer API), e.g., sensor data, patient preferences
obtained from the mobile device, data from activity monitor on
the mobile device, etc.
 Obtaining data from the decision support module based on
patient physical state located on the mobile device


Send via IoTool middleware.

 Reading and storing data in the knowledge base on the cloud,
e.g., data on exercises, doctor prescriptions, etc.


Stored either in cloud database and accessed via Interface
Layer API or directly.

 Sending list of possible interventions to the decision support
module based on patient physical state located on the mobile
device.


Sent to DSS on mobile via IoTool middleware.
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 Sending/exchanging
data
(e.g.,
the
list
of
possible
interventions) with the other decision support module on cloud,
i.e., the module that takes into account the patient’s
psychological state.


Sent via Interface Layer API.

6.1.3 Assessment of patient’s psychological state
Description

This module will interact with the decision support system and will
select/determine personalized cognitive behavioral interventions and
exercises of mindfulness based on patient’s physical and
psychological data.
Inputs

 Physical data from sensors stored in database via IoTool.
 Patient psychological questionnaire response and preferences
stored by mobile phone interface in database via IoTool.
 Audio data recorded during call between patient and caregiver
stored in database via IoTool.
Outputs

 Selection of possible CBT or Mindfulness interventions and
exercises with video explanations/tutorials according the
psychological state of the user. The complete list of all
interventions is stored in cloud database.
 The CNR assessment of patients psychological state DSS will
extract and process the raw data (physical, audio and
questionnaires) from IoTool database and will infer the
psychological profile (anxious, low motivated, depressed,
motivated). The selected profile will be the input of DSS to
provide exercises, nutrition, drug prescription advices using a
specific psychological approach, language and frequency of
advices.
 The CNR assessment of patients psychological state DSS will
include also a second psychological model able to process the
data and select the most appropriate CBT or mindfulness
interventions. These psychological exercises will be another
input for DSS and will be administered and integrated to
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improve motivation and adherence of physical, nutritional and
drug prescription advices and achieve medical outcomes.
Relation with other components

 Data reading from the database on the cloud, e.g., sensor data,
patient questionnaire answers, registered audio call obtained
from the mobile device and uploaded on IoTool server.
 Interaction of CNR server with DSS to provide the psychological
profile/status and select the most appropriate way to send
advices to the users.
 Interaction of CNR server with DSS to select the list of possible
CBT/mindfulness interventions available on IoTool server.
6.1.4 Interoperability Layer
Description

Transform non structured (or partially structured) EHR data from the
Hospital Information System (HIS) to standardised models already
configured in predefined templates (HL7 FHIR resources and EN13606
archetypes).
Inputs

 Partly structured data from the HIS.
Outputs

 Structured EHR data standardised using HL7 FHIR resources
and EN13606 archetypes.
Relation with other components

 The clinical data coming from third party HIS must be
transformed into standardised resources. The Interoperability
Layer allows to gather the information from the HIS or exported
files and stored the data in a normalised way.
6.1.5 Personal Health Service (PHS) Web Interface
Description

Web interface for the cardiologist to monitor the status of the patient,
check the EHR, visualise the DSS results, provide interventions, etc.
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Inputs

 Data from the Interoperability and the Interface Layer
o EHR clinical data selected in WP2.
o Data coming from sensors.
o DSS recommendations.
Outputs

 Interventions.
 Modifications in the EHR.
 Adjustments in the DSS.
Relation with other components

 The rest of the components will feed the GUI for the
cardiologists. The Interoperability Layer will provide the clinical
data from the HIS and the Interface Layer the rest of data
(DSS, monitoring data if needed).

6.2 Services deployed in the mobile
6.2.1 IoTool
Description

The IoTool is described in detail in WP3. Briefly, it gathers data from
sensors allowing executing algorithms over the data. The next
components described are deployed in the IoTool, for instance,
 Activity Monitor.
 Light weight Decision support module based on patient physical
state.
Inputs

 Data from physiological sensors and questionnaires.
Outputs

 Results from the algorithms, forward the data to the IoT
middleware.
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6.2.2 Decision support module based on patient physical state
Description

This component will be part of the decision support system and will
handle the execution of the personalized interventions determined by
the DSS on the cloud.
Inputs

 Physical data from sensors, accessed via IoTool.
 Interactive patient response, accessed via IoTool as a transport
system, collected with HeartMan app.
 Patient preferences, accessed via IoTool as a transport system,
collected with HeartMan app.
 Data from activity monitor located on the mobile device,
accessed via IoTool.
 Data from decision support module based on patient physical
state located on the cloud, obtained from cloud via IoTool
middleware.
Outputs

 Data on the intervention, e.g., status, execution, next steps
etc., stored locally via IoTool and replicated in the cloude via
IoTool middleware.
Relation with other components

 Obtaining sensor data, patient preferences, etc. from the
database on the mobile device via IoTool.
 Obtaining activity monitoring data from the activity monitor
component via IoTool.
 Receiving a list of possible interventions from the decision
support module based on patient physical state on the cloud.
 Sending the execution data to the decision support module
based on patient physical state located on the cloud.
 Sending the intervention data to the mobile device GUI
manager.
 Sending/exchanging
data
(e.g.,
the
list
of
possible
interventions) with the other decision support module on the
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mobile device, i.e., the module that takes into account the
patient’s psychological state, via IoTool.

6.2.3 Activity monitor module
Description

This component will analyze/assess/classify the patient’s activity
based on data from sensors. It may be implemented as a part of
SenLab’s IoTool.
Inputs

 Physical data from sensors via IoTool.
Outputs

 Patient’s activity assessment/classification, stored in database
via IoTool.
Relation with other components

Obtaining sensor data from the database on the mobile device via
IoTool.
Sending the assessment/classification of the patient’s activity to the
decision support module based on patient physical state located on
the mobile device and/or database on the cloud, both via IoTool.
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7 Security
Compliance with applicable regulations at European and national level
will be taken into account, namely
 Directive 95/46/EC of the European Parliament and the Council
on the protection of individuals needs to be ensured specifically
for data protection.
 The work of Article 29 Working Party, i.e., Working Document
on the Processing of Personal Data Relating to Health in
Electronic Health Records 00323/07/EN WP131 of February
15th 200731.
 Health Insurance Portability and Accountability Act (HIPAA)32
compliance, more specifically Protected Health Information
(PHI) includes all medical records and health information of an
individual (Same Harbor de-identification).
 Integrating Healthcare Enterprise (IHE) Audit and Trail and
Node Authentication33.
 ISO/EN 13606 – Electronic Health Record (EHR) part 4
security34.
The technical details to comply with the privacy issues are described
below:

7.1 FIWARE IdM
The HeartMan system should provide the following capabilities:
 Identity Management through pseudonymous and anonymous
authentication schemes (substitute personally identifiable
information with pseudonym or use proof of possession of
credentials).
 Allowing users to minimize disclosure of personal information
according to purpose of authentication/authorisation.

31

http://ec.europa.eu/justice/data-protection/article-29/index_en.htm

32

http://www.gpo.gov/fdsys/search/pagedetails.action?granuleId=CRPT104hrpt736&packageId=CRPT-104hrpt736
33

http://wiki.ihe.net/index.php?title=Audit_Trail_and_Node_Authentication

34

CEN/TC251-ISO/TC215 (2010) ISO/EN 13606 - Electronic Healthcare Record
(EHR) Communication. Parts 1: Reference Model, Part 2: Archetype Model, Part 3:
Reference Archetypes and Term lists, Part 4: Security and Part 5: Interface
Specification.
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 Observing embedded privacy principles (e.g. privacy by default)
in early stages of system design (privacy by design).

7.2 Single Sign On
Single Sign On (SSO) aims to control the access of independent
software systems. In Heartman case, the Identity management (IdM)
covers the user access to the services using tokens (probably OAuth
2.0). The token is used by the modules to use the APIs. The SSO will
be managed inside the hospitals using its own IdM so the HeartMan
modules must integrate with it.

7.3 Tokenization
A Security Token Service (STS) is a system role based on
tokenization capabilities, which means the service provider grants
access to a resource by means of an identifier only known by owner
and user. The service consumer interacts with the STS to request a
security token. The service provider must validate the security tokens
arriving.
Service providers should not be required to support multiple
authentication mechanisms even though they have to work with
different clients. The OAuth 2.0 standard is well recognized and IdM
Security Token Service can validate OAuth 2.0 tokens to bridge
different web services.

7.4 Secure Sockets Layer (SSL), Secure HTTP (HTTPS)
Secure Sockets Layer (SSL) is a cryptographic protocol for
exchanging information through Internet in a secure way protecting
the data at a message level. Two keys are used to encrypt data: 1) a
public key known to everyone and 2) a private key known only to the
recipient of the message. By convention, Uniform Resource Locators
(URLs) that require an SSL connection start with https instead of
http.
Secure HTTP (HTTPS) is also used to securely send data to the
outside world. SSL creates a secure client / server channel. HTTPS or
S-HTTP is designed to send individual messages only. SSL and HTTPS
are complementary technologies and they are used together. Both
protocols have been approved by the Internet Engineering Task Force
(IETF) as a standard.
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SSL and HTTPS must be applied for the HeartMan communications on
the network.

7.5 User de-identification
All the HeartMan system will be installed and deployed inside the
hospital network. Data confidentiality is preserved forbidding the
access to the sensitive information from outside the hospital. Daily
backups of the information stored will be done automatically. The
access to the HeartMan system for administration purposes will be
done through Virtual Private Networks (VPN). The exchange of data
between the mobile and the server will be encrypted and sent
through SSL using anonymous identifiers. No personal data will be
transferred from the smartphone. The HeartMan databases from the
4 hospitals can be merged (after anonymisation) to be provided for
research purposes to the partners. No user personal information is
stored in the ATOS testbed. The project follows the EC directive
95/46/EC of the European Parliament and the Council on the
protection of individuals. If there is an unintended access to the
system it will be impossible to relate the information stored with the
user.

7.6 FHIR security
The FHIR API does not provide appropriate security measures
natively, but it recommends and facilitates the use of open security
standards. This increases the value of this product, as security
mechanisms can be delegated to widely accepted and recognized
standards. For communication security, SSL and HTTPS will be used,
as already mentioned.
For authentication and authorization, although FHIR does not include
these options directly, OAuth [11] will be used for remote access.
This access control will identify the person accessing the information
and what information is accessed. That means the possibility to know
if the person is authorized to receive certain data or is not. The rules
behind this access control can be very complex, and depend mainly
on where the information is obtained.
For the audit, along with authentication and authorization provided by
OAuth, FHIR provides a resource type called "SecurityEvent" that will
be used to register when an event related to security or privacy has
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occurred. The model followed by this resource has been used in the
medical world for decades, as the IHE ATNA profile [12]. This allows
recording ATNA events and converting them directly to
"SecurityEvent" resources.
Finally, FHIR recommends using the "W3C Digital Signatures" [13] for
digital signatures. Resources can be signed using the resource
"Provenance" coupled with a digital signature, in order to detect
subsequent amendments made in the appeal.
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8 Conclusion
This document has presented the design of the backend platform for
the personal health system in HeartMan. The coexistence of a mobile
part and a cloud infrastructure means a challenge due to the
innovative features and speed of growth in both cases.
The user requirements and the definition of the functional
architecture of the HeartMan system, produced in WP2, have been
taken into account during the process of defining the details of the
backend platform.
After an analysis of the technical and platform requirements, the
backend design process leads to explore the cloud infrastructure and
storage mechanisms for the platform. Electronic health information
standards appear always hand in hand with the conception of the
design, so openEHR/EN13606, HL7 FHIR and terminologies are
present from the early stages of the design.
Security is conceived from the commitment of compliance with
applicable regulations at European and national level. This is
translated into technical details from authentication, authorization,
secure transmissions, tokenization and user anonymization.
Finally, the document presents how the services in HeartMan are
deployed in the platform, either in the cloud or in the mobile.
This design aims to be useful to facilitate the deployment, together
with the methodologies and strategies to bring this design to an
operative product.
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